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ABSTRACT

Event cameras are increasingly considered for hu-
manoid human-robot interaction (HRI) because their
asynchronous output can preserve fast facial micro-
dynamics under motion blur and difficult illumination.
The field lacks standardized protocols, covering sensor
settings, event integration windows, and evaluation met-
rics, which limits quantitative comparison across stud-
ies and makes robot-mounted transfer uncertain. This
PRISMA-ScR scoping review consolidates the emerging
evidence through a six-layer taxonomy, spanning sens-
ing to deployability. Across the charted literature, sup-
port is strongest for region of interest (ROI)/landmark
front-end components and paired-capture supervision. In
contrast, humanoid-critical factors, ego-motion quantifi-
cation, still-user low-motion ‘“signal starvation,” motion-
generalization testing, and end-to-end timing, are rarely
operationalized as explicit axes. We translate these gaps
into a minimal benchmark and on-humanoid dataset direc-
tion centered on Facial Action Units and operational en-
gagement proxies, with paired RGB-event capture, logged
motion metadata, and reproducible reporting of integration
settings and latency.

INTRODUCTION

Humanoid robots operating outside controlled labs must
interpret social cues (e.g., engagement, confusion, frus-
tration) to decide when to initiate interaction and how to
adapt behavior online (Spezialetti et al.,2020). Engage-
ment is central to HRI but remains difficult to operational-
ize, with inconsistent ground truth and context-dependent
label definitions across protocols (Ravandi et al.| [2025).
Consequently, many HRI systems rely on visual behav-
ioral proxies (e.g., gaze, head pose, facial motion) for
real-time user-state estimation (Lu et al., 2024]).

In unstructured environments, frame-based perception
degrades under motion blur, illumination shifts, and la-

tency constraints (Zafar et al.,[2025). Event cameras miti-
gate some of these limitations through asynchronous, high-
dynamic-range acquisition (Gallego et al.|[2020), and are
therefore attractive for capturing transient facial micro-
dynamics. However, their motion-dependent output in-
troduces humanoid-specific failure modes: facial signals
can become sparse during low-motion interaction phases,
and robot ego-motion can dominate the event stream and
destabilize face ROI tracking (Becattini et al., 2025} |[Ryan
et al., [2021). As a result, the event integration horizon
At and motion stabilization become system-level depen-
dencies that strongly affect downstream localization and
inference (Becattini et al., 2025} |Stoffregen et al., 2019).

Despite recent ROI resources and paired-capture
pipelines (Bissarinova et al., [2024; (Cultrera et al.,|2026),
evidence on event-based facial dynamics for humanoid
HRI remains difficult to compare due to heterogeneous tar-
gets, supervision, and incomplete deployability reporting.
To address this gap, we conduct a PRISMA-ScR scoping
review that synthesizes the evidence on event-based facial
dynamics for humanoid HRI and contributes:

* a six-layer taxonomy spanning sensing/mounting
through ROI stabilization, representation, and model
families;

* a humanoid-centered gap analysis focused on ego-

motion, low-motion sparsity, and label validity;

* minimum benchmark requirements emphasizing
paired RGB-event capture and motion metadata for
reproducible, deployable evaluation.

BACKGROUND AND SCOPE

We define event-sensing essentials, supervision targets,
and humanoid constraints that motivate our taxonomy and
gap analysis.

2.1. Event cameras for embodied perception

Event cameras generate asynchronous brightness-change
events e = (x, Yk, tk, Px) » Where (z,y,t,p) denote
pixel location, time, and polarity, when the log-intensity
shift exceeds a specific contrast threshold C":

Alog I(x,y,1)] > C,
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Figure 1: Event sensing trade-offs for humanoid face
analysis. (a) Robot-mounted setup. (b) Event stream. (c)
The At trade-off between micro-dynamics fidelity and
ROI visibility (adapted from (Berlincioni et al., [2023))).

Because events are triggered by change, signals concen-
trate on moving edges; as a result, minimal motion or
cluttered backgrounds can “starve” the signal and desta-
bilize ROI tracking (Ryan et al., 2021)), while low light
levels can increase noise and degrade the overall signal-
to-noise ratio. Most pipelines integrate events into tensors
(e.g., event frames, time surfaces, voxel grids/volumes)
over an accumulation window At (Gallego et al.,[2020)).
This choice forces a trade-off: a smaller At catches fast
micro-dynamics but often fails to resolve the face struc-
ture, while a larger At clarifies the ROI at the cost of
temporal blur (Verschae and Bugueno-Cordoval 2023)).
Figure [I[c) illustrates this representation trade-off and
a simple ROI-visibility trend versus At. Because At is
often underreported, cross-study comparison remains dif-
ficult (Becattini et al., [2025)).

2.2. Targets and supervision for affect on humanoid
robots

We treat humanoid affect perception as robot-actionable
and context-dependent, and therefore prioritize motion-
driven targets with explicit supervision: facial action units
(AUs) and operational proxies (Becattini et al.| |2025).
As anatomically grounded descriptors, AUs capture spe-
cific facial movements; because they often co-activate,
we treat AU recognition as a multi-label task and em-
phasize per-AU metrics over single-label accuracy (Kol{
lias and Zafeiriou, [2019). This framing is reinforced by
event-based AU work where synchronized recording en-
ables RGB-to-event supervision transfer (Cultrera et al.|
2026). Similarly, we view engagement as a time-extended
interaction state rather than a static label (Ben-Youssef]
et al.,[2017). Given persistent ambiguity in affect annota-
tion, we track label provenance (self-reported vs. observer-
assigned) and whether disagreement is quantified. Dis-
crete emotion sets are included only when protocols make
provenance and ambiguity explicit; otherwise they are
treated as weaker evidence (Ravandi et al., 20255 |Berlin4
cioni et al.l [2023). We therefore treat cross-modal transfer
from paired RGB data as a first-order enabler for scalable
supervision (Cultrera et al., 2026)).
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Figure 2: Multi-motion in event streams: motion-
compensated event snapshots across sequences (subset
of examples). Adapted from (Stoffregen et al.,2019).

2.3. Humanoid-specific constraints (scope anchor)

Humanoid head motion interleaves ego-motion with user
dynamics, and in event streams background/ego-motion
activity can dominate the event rate and mask subtle facial
cues (Becattini et al.| 2025), often making ROI localization
and stabilization the bottleneck for face-centric inference.
This is acute during passive phases (e.g., listening), when
facial events are sparse but robot motion still drives back-
ground activity. A second constraint is geometry variabil-
ity: spontaneous HRI involves changes in user distance,
pose, and orientation (Ben-Youssef et al., 2017). Because
event generation depends on contrast changes and edge
motion, these shifts alter event density and facial visibility
(Gallego et al., [2020); occlusions and extreme profiles
destabilize tracking and temporal consistency. Third, hu-
manoid sensing is a multi-motion setting in which camera-
induced motion and face motion are superposed in the
same spatiotemporal stream (Stoffregen et al.,[2019). Dis-
entangling camera and facial motion is required before
AU/proxy inference, as illustrated in Fig.[2] Finally, de-
ployability constraints (latency/compute/energy) motivate
system-level reporting and, when possible, streaming vali-
dation; we treat robustness and deployability evidence as
primary axes in the taxonomy and gap analysis.

METHODS

This scoping review followed PRISMA-ScR (TIricco et al.}
2018) to map evidence on event-based facial dynamics
for humanoid HRI. We mapped the evidence under robot-
centric constraints (ego-motion, low-motion degradation,
interaction variability) and extracted deployability/validity
signals to support cross-study comparability. Given the
engineering nature of the literature, we extracted validity
signals in place of a clinical risk-of-bias appraisal.

3.1 Protocol, sources, and record management

We targeted five primary databases, IEEE Xplore (10),
ACM Digital Library (3), Scopus (12), and Web of Sci-
ence (7) and arXiv (1). This search, conducted on 3 Febru-
ary 2026, covered English-language titles, abstracts, and
keywords from 2013 onward. We deduplicated records



via DOI matching and title/author similarity. For arXiv
records, we explicitly checked for peer-reviewed versions;
where available, the final published manuscript took prece-
dence over the preprint.

3.2 Search strategy

We designed queries around event-based sensing, face tar-
gets (e.g., AUs/landmarks/blinks), and affect tasks and
front-end dependencies (tracking/stabilization). To max-
imize sensitivity across these intersections, we used two
complementary query families:

* Family A: Facial dynamics terms intersected with
affect-related targets.

e Family B: Robot/humanoid terms intersected with
face enablers and motion-compensation terminology.

Database-specific strings and filtering parameters are pro-
vided in the supplementary material.

Representative query family A (face + affect).
(event camera OR event-based OR
DVS OR DAVIS OR neuromorphic) AND
(face OR facial OR landmark OR
blink OR "action unit" OR AU) AND
(emotion OR expression OR affect
OR engagement OR drowsiness OR
valence OR arousal)

Representative query family B (robot/humanoid + en-
ablers).
(event camera OR event-based OR
DVS OR DAVIS OR neuromorphic)
AND (robot OR humanoid OR HRI
OR "human-robot interaction" OR
iCub OR NAO OR Pepper) AND (face OR
facial OR tracking OR landmark OR
blink OR "motion compensation” OR
stabilization)

3.3 Eligibility criteria

Eligibility was restricted to event-based facial dynamics

for humanoid HRI; generic event vision and purely frame-

based facial expression recognition (FER) were excluded.
Inclusion Criteria (Core):

(i) Research employing event sensors for tasks directly
tied to affect inference, for affect-related facial infer-
ence (AUs, valence—arousal, engagement/drowsiness
proxies).

(i) Methodologies focusing on the front-end enablers of
a humanoid pipeline, including ROI tracking, land-
marking, or stabilization, contingent on their explicit
validation for face-centric analysis.

Exclusion Criteria: We excluded non-face human ac-
tivity recognition (HAR), generative-only work, and stud-
ies without quantitative evaluation. Optical-flow/motion
papers were excluded unless validated on face-centric ego-
motion handling or used as a stabilization dependency.

Identification
Records identified from databases (n=33)

L]

Deduplication
Duplicates removed (n=3)
Records after deduplication (n=30)

¥

Screening
Title/abstract screened (n=30)
Records excluded (n=5)

Eligibility
Full-text articles assessed (n=25)
Full-text articles excluded (n=12) (reasons recorded)

Included
Sources of evidence charted (Bucket A) (n=13)

Figure 3: PRISMA-ScR flow diagram for study selection.

3.4 Screening process and data extraction

We implemented a two-stage screening process: ti-
tle/abstract screening to remove irrelevant records, fol-
lowed by full-text assessment to confirm eligibility. Exclu-
sions at the full-text stage were documented with specific
reasons. A primary reviewer screened all records and a sec-
ond author resolved ambiguities by consensus. Figure 3]
summarizes the study-selection flow. Extracted variables
included:

» Task & Supervision: Target constructs, label prove-
nance, label temporal granularity (when reported),
and reliance on paired RGB data for cross-modal
learning.

* Sensing & Setup: Mounting configuration (static vs.
robot-mounted) and motion metadata availability.

* Representation: Input tensors and temporal integra-
tion window (At), including key integration hyper-
parameters when reported.

* Model & Protocol: Architecture family, split type
(subject-independent vs. overlap/unclear separation),
and any motion generalization tests or stress evalua-
tions.

 Validity & Deployability: Hardware context, la-
tency/throughput metrics (end-to-end vs. model-only
when stated), and evidence of on-robot execution or
online/streaming evaluation.

TAXONOMY

This framework organizes event-based facial dynamics for
humanoid HRI into six functional layers (Fig. ).

4.1 Sensing and mounting

The first layer delineated the physical acquisition setup,
which dictates signal content and the feasibility of super-
vision transfer (Gallego et al., [2020). Hardware archi-
tectures were distinguished by sensor type: pure event
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Figure 4: Layered taxonomy used to code and compare sources of evidence on event-based facial dynamics for humanoid

HRI

sensors (DVS) versus hybrid sensors (DAVIS) that pro-
vide concurrent intensity frames. We coded event-only vs.
paired RGB/intensity recordings and, when paired capture
is used, whether temporal synchronization and geometric
calibration are reported (Cultrera et al., [2026). We also
coded mounting as static, handheld, or robot-mounted.
This distinction is critical: robot ego-motion introduces
background activity and distribution shifts that can invali-
date assumptions derived from static environments (Zafar
et al., 2025). To evaluate motion robustness, we tracked
the availability of auxiliary kinematic metadata, which
enables motion-aware stabilization and motion-stratified
error analysis (Stoffregen et al., [2019). Finally, where
reported, we documented sensor operating parameters
(contrast threshold, refractory period, filtering), since they
shape event rate and noise statistics (Gallego et al., 2020).

4.2 ROI localization and stabilization

The second layer coded methodologies for securing a ro-
bust, face-centered ROI for downstream facial analysis
(Becattini et al.| [2025). We distinguished between ROI lo-
calization, covering bounding box estimation and fiducial
landmarking, and stabilization, which involves temporal
alignment or warping to counteract ego-motion. Pipelines
were categorized by their functional logic: detection-only,
tracking-only, or a hybrid detect—track configuration (Bis{
sarinova et al., 2024). Where reported, the taxonomy
tracked the input representations used for ROI estima-
tion, such as event frames, time surfaces, or event vol-
umes. We also audited the use of coarse landmarks or
ocular signatures, specifically blink cues, for anchoring
and re-acquisition; these remain particularly salient dur-
ing intervals of minimal facial motion (Kielty et al.| [2025]
Lenz et al., 2020). We also recorded multi-face support
and re-acquisition strategies after track loss. Finally, for
stabilization, we recorded the application of motion com-
pensation and identified whether motion estimates are
derived intrinsically from events or provided via external
telemetry (Shiba et al., [2022).

4.3 Event representations and temporal integration

This layer coded how raw asynchronous events are trans-
lated into structured model inputs, since most pipelines
do not operate on the event list directly (Gallego et al.|
2020). We distinguished representation families (event
frames, time surfaces, voxel/volume encodings, and
point/graph/spike-based methods), along with the tem-
poral integration rule used to form inputs. Central to com-
parability is the accumulation horizon At, which trades

micro-dynamics fidelity against face/ROI visibility in the
integrated tensor (Becattini et al., |2025). Accordingly, we
recorded the windowing strategy (fixed duration, adaptive,
event-count, or sliding/overlapping) and extracted key pa-
rameters such as bin count B, spatial downsampling, and
time-surface decay rate 7 when reported. Unreported inte-
gration details were marked as “not reported” to preserve
reproducibility and comparability. Finally, we coded pre-
processing steps that alter event statistics, such as polarity
handling, denoising, or filtering, when specified (Gallego
et al., [2020).

4.4 Model families and learning setup

The fourth layer identified the architectural backbones
used to map event representations to facial targets, as
these design choices are constrained by event sparsity, the
temporal resolution of At, and deployability budgets (Be{
cattini et al.,|2025). The taxonomy grouped backbones
into five broad categories: frame/volume-based ANNSs, re-
current windowed models (including ConvLSTM or Con-
vGRU variants), transformers, spiking neural networks
(SNNs), and hybrid fusion designs (Ryan et al., 2021}
Cultrera et al.} 2026; [Barchid et al.,[2023)). Learning con-
figurations were similarly tracked, distinguishing between
models trained from scratch, those leveraging transfer
learning, and those employing cross-modal supervision
from paired RGB/intensity frames. This distinction is
critical because paired supervision and transfer are often
major enablers of performance when labeled event data
is scarce (Cultrera et al., [2026). Finally, the review ex-
tracted model-level efficiency indicators (parameter count,
memory footprint, and model-only latency) when reported,
while reserving end-to-end system validation for the de-
ployability analysis in Layer 6 (Zafar et al.| 2025).

4.5 Tasks, supervision, and evaluation protocol

The fifth layer identified target constructs and correspond-
ing supervision/evaluation protocols, which are known to
vary significantly across affect-related studies (Ravandi
et al., [2025). Target types were categorized into discrete
emotions, valence-arousal dimensions (Berlincioni et al.,
2024), facial AUs, or operational interaction proxies such
as drowsiness or engagement (Chen et al., [2020). We
prioritized AUs and well-defined proxies as primary ev-
idence; these are more robot-actionable and align more
naturally with motion-driven event sensing than static
categorical labels (Cultrera et al.l [2026). Beyond target
selection, the taxonomy audited label provenance, not-
ing if targets are stimulus-assigned, annotator-labeled, or



self-reported, and explicitly recorded whether researchers
account for label ambiguity or annotator disagreement
(Berlincioni et al., [2023)). Evaluation rigor was similarly
assessed by split type, specifically distinguishing between
subject-independent and subject-overlap configurations,
alongside the presence of stress testing relevant to hu-
manoid deployment. Where train-test partitioning remains
ambiguous, it was marked as “not reported” to maintain a
critical perspective on reported generalizability (Becattini
et al., [2025).

4.6 Deployment evidence and robustness reporting

The final layer coded system-level readiness and robust-
ness reporting. A key distinction was made between
model-only timing and end-to-end latency, spanning the
full pipeline from ROI localization through stabilization
to final inference, while we noted whether evaluation oc-
curs offline or in a live streaming environment (Zafar
et al.| [2025). The taxonomy also documented the hard-
ware context (CPU/GPU/edge/neuromorphic) alongside
available resource indicators such as memory footprint or
power proxies (Barchid et al., [2023)). To highlight gaps
in systems-level transparency, missing metrics were ex-
plicitly flagged as "not reported”. Finally, we categorized
the evaluation setting and verified whether robustness was
validated under stressors specifically relevant to humanoid
operation, such as platform ego-motion or extreme light-
ing shifts (Becattini et al., [2025]).

COMPARATIVE SYNTHESIS AND GAPS

Using the L1-L6 taxonomy, we synthesize the charted
evidence to identify stable results and failure points under
humanoid constraints, motivating the gaps in Section 5.2.

5.1 Synthesis of empirical evidence

We first summarize the charted evidence at a high level
(Bucket A, n = 13). The included sources fell into four
mutually exclusive focus categories: 1/13 AU-focused
studies, 6/13 FER studies, 3/13 proxy-based targets, and
the remaining 3/13 foundational sources that focus primar-
ily on ROU/stabilization as enabling components. None of
the face-centric sources reported evaluation under robot-
mounted capture conditions (0/13), while 5/13 used paired
RGB/intensity streams for supervision transfer. Reporting
remained uneven: 10/13 specified At (and related integra-
tion parameters), 8/13 stated subject-independent splits,
and 5/13 reported end-to-end latency beyond model-only
timing.

5.1.1 ROI localization: maturation at scale, yet struc-
turally fragile

Annotated resources such as the Faces in Event Streams
(FES) dataset establish robust baselines for detection
and five-point landmarking, supporting ROI extraction

as a critical enabling tier (Bissarinova et al., 2024). Re-
cent multi-task designs further bolster this robustness by
jointly estimating landmarks and ocular cues, providing
geometric anchors for normalization within continuous
event streams (Kielty et al.,|2025). Blink-driven mecha-
nisms, in particular, serve as a vital re-acquisition signal
because they remain salient even when primary facial
motion is weak (Lenz et al.l[2020). Despite these gains,
ROI reliability remains the primary failure point under
humanoid-relevant stressors; landmark stability often de-
grades sharply when face motion is low or when the back-
ground activity dominates the event budget (Ryan et al.|
2021).

5.1.2 Downstream facial dynamics: the dependency on
stable ROI and supervision

For affect-related inference, the strongest empirical evi-
dence is currently confined to controlled settings where
paired capture allows for explicit supervision and repro-
ducible protocols. The NEFER framework, for instance,
operationalizes event-based FER through paired RGB-
event recordings, which makes inherent label ambiguity
observable rather than obscured (Berlincioni et al.| [2023)).
Feasibility is further enhanced by transfer-learning frame-
works that reduce the heavy burden of labeled-event re-
quirements compared to training-from-scratch baselines
(Verschae and Bugueno-Cordova, [2026). Beyond categori-
cal expressions, drowsiness has been inferred from motion
cues under controlled capture (Chen et al.l 2020). For
humanoid applications, AU classification appears more
promising; its anatomically grounded nature benefits sig-
nificantly from synchronized capture that enables cross-
modal supervision from the frame domain (Cultrera et al.|
2026). However, this ”strongest evidence tier’” assumes
stable ROI and tight synchronization, which rarely hold
under spontaneous interaction and ego-motion (Zafar et al.,
2025).

5.1.3 Deployability: promising signals against inconsis-
tent reporting

A distinct subset of literature now explores efficiency-
oriented designs, such as spiking neural network (SNN)-
based FER pipelines targeting low-latency and low-energy
operating points (Barchid et al.| [2023). Deployability
reporting remains fragmented: many studies emphasize
offline accuracy while omitting hardware context, stream-
ing validation, or end-to-end latency (Zafar et al., 2025)).
Crucially, reported timing is often restricted to the model
alone, omitting the costs of ROI extraction and stabiliza-
tion that typically dominate actual system latency (Becat;
tini et al., 2025). This lack of transparency extends to
event integration choices, specifically At, temporal bin-
ning, and filtering, which are frequently under-reported
despite their impact on performance and reproducibility
(Gallego et al.l 2020).



5.2 Humanoid-centered gaps

G1 Scarcity of robot-mounted evidence. Empirical
results for event-based facial dynamics remain largely
tethered to static or controlled capture environments, leav-
ing a significant evidence gap for robot-mounted sensing
during spontaneous interaction (Zafar et al.,[2025)). Con-
sequently, the specific challenges of humanoid operation,
including multi-person dynamics, background event activ-
ity, and unconstrained head motion, are underrepresented
in contemporary datasets.

G2 Absence of kinematic metadata. Despite ego-
motion acting as a primary confound in robotic vision,
kinematic metadata such as inertial measurement unit
(IMU), encoder, or head-pose data is rarely reported or
released alongside event streams. This absence is prob-
lematic; motion-aware stabilization and stratified error
analysis depend on explicit motion signals (Stoffregen
et al.,2019). Without this metadata, it becomes difficult to
reliably decouple improvements in facial modeling from
latent variances in motion conditions.

G3 Evaluation deficits under still-user regimes. Be-
cause event sensing is motion-dependent, evaluation under
‘still-user’ conditions is rarely treated as a dedicated stress
axis (Becattini et al 2025). In these regimes, reduced
event rate destabilizes ROI localization and landmarking
and can cascade to downstream inference even when mod-
els perform well under expressive motion (Ryan et al.|
2021). This is particularly relevant for HRI, where users
often remain relatively stationary during listening or dia-
logue phases (Kielty et al., 2025)).

G4 Under-specification of stabilization strategies.
Since robot ego-motion can dominate event generation,
stabilization should be treated as a core prerequisite rather
than an auxiliary preprocessing step (Stoffregen et al.|
2019). Current literature, however, frequently under-
reports stabilization assumptions and computational over-
head. This lack of transparency obscures end-to-end fea-
sibility and renders cross-study comparisons unreliable
(Shiba et al., [2022).

GS Ambiguity in label provenance. Affective labels
are naturally context-dependent, yet many studies con-
tinue to utilize coarse categorical sets without disclos-
ing label provenance or temporal granularity (Ravandi
et al., [2025)). Work that explicitly exposes label ambiguity
through multi-source annotation remains the exception
rather than the rule (Berlincioni et al., 2023). There is a
clear need to prioritize behaviorally grounded targets, such
as AUs or operational proxies, while mandating explicit
reporting of label sources (Cultrera et al.| 2026).

G6 Inconsistent split rigor and deployability metrics.
Evaluation protocols remain highly heterogeneous, often
suffering from ambiguous train-test separation and a lack

of subject-independent or motion-generalization splits
(Becattini et al., [2025). Furthermore, the core motivations
for event sensing, low-latency and energy-efficient deploy-
ment, are frequently unsupported by data, as hardware
context, power proxies, and on-robot validation metrics
are often missing from final reports (Zafar et al.| 2025).

5.3 Gap matrix (constraints vs. evidence)

The picture is uneven: front-end ROI capability is compar-
atively well supported, helped by dedicated event-stream
resources and more systematic benchmarking (Bissari+
nova et al., 2024). In contrast, most humanoid-critical
conditions are not treated as explicit stress axes. Ego-
motion is seldom isolated as an independent generalization
variable, a gap compounded by the frequent absence of
kinematic metadata (IMU/pose/encoders) needed to quan-
tify and stratify motion effects (Stoffregen et al.| |[2019).
Likewise, the “still-user” regime remains weakly char-
acterized: although signal sparsity is widely recognized
as a failure mode, few studies evaluate low facial mo-
tion as a controlled, quantitative test condition (Becattini
et al.,[2025)). Finally, the matrix highlights a disconnect
between component-level results and end-to-end deploy-
ability; real-time limits are inconsistently reported, and
pipeline-level evidence that accounts for ROI extraction
and stabilization overhead remains limited (Zafar et al.}
2025).

BENCHMARK AND DATASET DIRECTION

We propose a minimum viable benchmark specification
for humanoid HRI that prioritizes robustness under robot-
mounted constraints (ego-motion, low-motion “still-user”
regimes, interaction variability) (Zafar et al.| 2025)).

6.1 Benchmark scope and prioritized tasks

We prioritize AU classification under ego-motion, starting
from a compact AU subset with reliable event activity
(blink/eyebrow/mouth-related) (Cultrera et al., 2026). As
a complementary track, we recommend an operational
engagement proxy based on observable criteria (attention
cues, response latency) rather than traditional emotion
categories (Ravandi et al., [2025)). Discrete emotion recog-
nition can be included as an exploratory track, contin-
gent on explicit label provenance and ambiguity reporting
(Berlincioni et al. [2023)).

6.2 Acquisition modalities and motion observability

The benchmark must record event streams with paired
RGB/intensity frames to enable cross-modal supervision
and reduce annotation burden (Cultrera et al .| [2026). To
make ego-motion a measurable variable rather than an
uncontrolled confound, the benchmark must also log kine-
matic metadata (IMU, encoders, head-pose estimates), en-
abling motion-stratified analysis and stabilization studies
(Stoffregen et al.,2019).



Table 1: Humanoid gap matrix (constraints vs. evidence) from the charted face/affect evidence base (Bucket A). v explicit;

~ partial; X missing/not reported.

Ego- Low-motion Distance/ . Background Real-time
Gap X Occlusion A
motion faces pose events limits
G1 Data realism (interaction-realistic evidence) ~ ~ ~ ~ ~ X
G2 Motion metadata (IMU/pose/encoders released) X X X X X X
G3 Low-motion regime (“still user” as tested axis) X ~ X X X X
G4 Stabilization dependency (motion-comp integrated) ~ X X ~ ~ X
G5 Label validity (provenance/ambiguity explicit) ~ ~ ~ ~ ~ ~
G6 Eval/reporting (splits + deployability evidence) X X ~ ~ ~ ~

Table 2: Checklist of minimum reporting items (M1-M11)
for reproducible evaluation/reporting.
ID Reporting item ID

Reporting item

Stabilization: at least one
baseline; event-derived vs
telemetry-driven.

Splits: subject-independent;
motion-stratified; still-user
subset (definition+size).

Event params: At strategy, 3,
polarity, filtering,
downsampling.

M1 Paired capture: synchronized M7
RGB/intensity (Y/N).

M2 Alignment & calib: sync M8
method+tolerance; RGB<+event
calibration (or “not calibrated”).

M3 Motion metadata: M9
IMU/encoders/pose (or “none”);
rate+frame-+timestamps.

M4 Motion proxy: ego-motion M10 Metrics: per-label (AU) and/or
magnitude definition + proxy metrics; report by motion
thresholds (per-window). strata + still-user.

M5 Task & labels: AU and/or M11 Runtime & latency: HW;

proxy; report target set, label
source/rule, and window length.

offline/streaming; end-to-end
latency (exclude disk I/O) +
model-only if available.
M6 ROI source:

detector/tracker/GT; ROI

baseline stated.

6.3 Evaluation protocols and minimal baselines

We enforce benchmark compliance via the reporting
checklist (M1-M11) in Table 2]

DISCUSSION

The synthesized evidence supports a clear system-level
conclusion: event cameras are not a drop-in replacement
for RGB in humanoid affect sensing. Performance is
governed less by the classifier than by upstream ROI an-
choring and motion handling (Becattini et al.| 2025). Al-
though neuromorphic vision provides the temporal resolu-
tion and HDR needed for transient facial dynamics, these
advantages translate into reliable affect cues only when
the pipeline preserves a stable, face-centered signal un-
der embodiment (Gallego et al., [2020). The most mature
evidence is therefore concentrated at the front end: event-
based face ROI localization, coarse landmarking, and oc-
ular/blink cues are increasingly viable, especially when
capture is controlled or paired supervision is available
(Bissarinova et al.} |2024; Kielty et al., 2025; |Lenz et al.,
2020). However, humanoid deployment stresses the least-
operationalized axes in the literature: ego-motion, still-
user sparsity, and background-dominated event activity.
Because event sensing is motion-dependent, still-user dia-
logue can starve the face signal, destabilize ROI tracking,
and cascade errors into AU/proxy inference (Ryan et al.,
2021)). Moreover, camera ego-motion and facial motion
are superposed in the same stream, making stabilization

a first-order dependency rather than optional preprocess-
ing (Stoffregen et al.,|2019)); yet stabilization assumptions
and costs are inconsistently reported, and learning-based
motion objectives require constraints to avoid brittle align-
ment solutions (Shiba et al., 2022). These findings ar-
gue for tightening evidence under humanoid constraints
rather than expanding emotion taxonomies (Ravandi et al.|
2025)). Finally, reproducibility depends on reporting end-
to-end timing (ROI — stabilization — inference) along-
side key integration settings, since these parameters mate-
rially shape event statistics and system behavior (Becattini
et al., [2025).

CONCLUSION

This scoping review, conducted following the Preferred
Reporting Items for Systematic Reviews and Meta-
Analyses extension for Scoping Reviews, maps the emerg-
ing evidence on event-camera-based facial dynamics for
humanoid human-robot interaction. We organize the lit-
erature with a six-layer taxonomy covering: (1) sensing
and mounting, (2) face region-of-interest localization and
motion stabilization, (3) event representations and tempo-
ral integration, (4) model families and learning setup, (5)
task targets, supervision, and evaluation protocol, and (6)
deployment evidence. The synthesis indicates uneven ma-
turity: front-end region-of-interest localization and paired
event-frame supervision are advancing, but humanoid-
critical factors are still weakly operationalized. In par-
ticular, few studies explicitly quantify robot ego-motion,
test low-motion “signal starvation” regimes in which fa-
cial events become sparse, or report end-to-end runtime
that includes region-of-interest extraction and stabiliza-
tion rather than only model inference time. To reduce this
translation gap, we propose a minimum benchmark and
on-humanoid dataset direction centered on anatomically
grounded facial action units and operational interaction
proxies. We recommend paired event and red-green-blue
or intensity capture to enable cross-modal supervision, log-
ging of kinematic metadata to support motion-stratified
evaluation, and standardized reporting of temporal inte-
gration settings together with end-to-end latency. These
requirements are essential to make results comparable and
to move event-based affect sensing toward robust deploy-
ment on humanoid robots.
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